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The 2020 SPHERIC Harbin International Workshop (SPHERIC Harbin 
2020) will be held in Harbin by Harbin Engineering University, China, on 
January 13-16, 2020. This is the second time that a SPHERIC Workshop 
is held outside Europe. The Keynote speakers will be Dr. Abbas Khayyer, 
Kyoto University and Professor Fei Xu, Northwestern Polytechnical Uni-
versity (NPU).

http://spheric.hrbeu.edu.cn/

Later during the year, for the first time in its history, the SPHERIC In-
ternational Workshop will take place in the United States of America in 
June 2020. The 15th edition of the workshop will be hosted by the Ne-
wark College of Engineering at New Jersey Institute of Technology in 
Newark (NJ). Newark is located in the heart of New Jersey’s Gateway Re-
gion, approximately 8 miles (13 km) west of New York City. 

The Keynote speakers will be: Dr. Dan Negrut, University of Wiscon-
sin, Madison “SPH: From Vehicle Fording to Granular Flows” and Dr. 
Wenxiao Pan, University of Wisconsin, Madison “Modeling Fluid-Solid 
Interactions: From Smoothed Particle Hydrodynamics to Generalized 
Moving Least Square”.

Important dates: 
January 31, 2020: Abstract Submission Deadline
March, 21, 2020: Registration Deadline (Early Bird Rate)

https://www.spheric2020.com/  
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AQUAgpusph: Another Quality GPU-accelerated SPH solver
P.E. Merino-Alonso*1, J.L. Cercos-Pita2, A. Souto-Iglesias3, J. Calderón-Sánchez3

* peleazar.merino@upm.es
1 M2ASAI-DACSON-ETSIN, Universidad Politécnica de Madrid, 28040 Madrid, Spain
2 Hedenstierna Laboratory, Uppsala University, Sweden and Biomedical Beamline (ID17), European Synchrotron Radiation Facility, Fran-
ce
3 CEHINAV-DACSON-ETSIN, Universidad Politécnica de Madrid, 28040 Madrid, Spain

AQUAgpusph is a free, flexible and customizable 
piece of software, accelerated using GPUs. These are 
valuable properties for researchers, allowing easy im-
plementation of new features. Also, Aqua is equipped 
with a wide variety of boundary conditions. Maybe 
the most characteristic attribute of the code is its bet 
to become real FREE software (different from open-
source). 

Aqua, like most important SPH codes, allows GPU 
acceleration. This characteristic is fundamental in 
SPH due to the high amount of calculations required. 
One of the main differences with other existing alter-
natives is the use of OpenCL instead of CUDA, which 
pushes for the freedom and flexibility of the code, al-
lowing the use of a wide variety of graphic cards.

The code is intended for the user to modify it accor-
ding to their needs. To this aim, Aqua has been divi-
ded in three different levels. The lower level is the core, 
which contains the most complex development pie-
ces of the package and uses the C++ language and 
the OpenCL API. Normal users and developers don’t 
need to modify these parts of the code. Instead, the 
user tools, written in Python language, are placed in 
the higher level. Both layers are connected using an 
intermediate layer based on XML. 

Regarding boundary conditions, while other GPU 
based SPH alternatives are based on a specific so-
lid boundary condition type, the most popular ones 
have been implemented in AQUAgpusph: the “dum-
my particles” method, virtual ghost particles, elastic 
bounce and boundary integrals. Notably, recent ef-
forts focused on the development of the “Boundary 
Integrals” methodology. A reformulation of the ker-
nel, transforming the volume integral into a surface 
integral, and a combination of numerical and analyti-
cal calculations, lead to better results for both 2D and 
3D problems [1].

Further validation of Aqua has been carried out 
using many 2D and 3D problems [2,3,4,5]. Besides, 
the code provides test cases that can be run by the 
user to check the code. 

Regarding performance, Figure 1 shows the perfor-
mance of Aqua, compared to other SPH codes pro-
viding GPU-acceleration, when applied to a 3D dam 
break case, in which Aqua is clearly superior. More 
comparisons are shown in [2].

Besides, and again pushing for usability, a new vi-
sual block-based programming tool, presented in [6], 
has been recently incorporated in Aqua. This graphi-
cal interface allows to setup SPH simulation pipelines 
by producing the required XML input files. 

To sum up, AQUAgpusph is a great choice for rese-
archers seeking for a tool to effectively and efficiently 
apply the SPH method to their engineering or physi-
cal problems. One of the main goals of Aqua is its ca-
pability to provide a customizable environment; very 
important for the development of SPH at the stage it 
is nowadays.

Figure 2 - Performance of different SPH codes when de-
aling with the three-dimensional dam break problem. 

[1] Calderon-Sanchez, J and Cercos-Pita, J.L. and Duque, D. 
(2019), A geometric formulation of the Shepard renormali-
zation factor, Comp. and fluids 16: 27.
[2] Cercos-Pita, J.L (2015), AQUAgpusph, a new free 3D 
SPH solver accelerated with OpenCL, Comp. Phys. Comm. 
295: 312.
[3] Cercos-Pita, J.L (2016), A novel diffusive generalized SPH 
model: Theoretical analysis and 3D HPC implementation.  
Thesis.
[4] Cercos-Pita, J.L. and Bullian, G. and Pérez-Rojas, J.L. and 
Francescutto, A. (2016), Coupled simulation of nonlinear 
ship motions and a free surface tank, Ocean Eng. 281: 288.
[5] Servan-Camas, B. and Cercos-Pita, J.L. and Colom-
Cobb, J. and García-Espinosa, J. and Souto-Iglesias, A. 
(2016) Time domain simulation of coupled sloshing–sea-
keeping problems by SPH–FEM coupling, Ocean Eng. 383: 
396.
[6] Cercos-Pita, J.L. and Duque, D. (2019) A visual Block-
Based SPH programming editor. Proceedings of the 14th 
SPHERIC int. Workshop 385:391



The main goal of GPUSPH (http://www.gpusph.
org, [4,1]) is to provide a general-purpose, high-per-
formance implementation of SPH, offering a large 
collection of user-settable options spanning both 
numerical (e.g. SPH formulation) and physical (e.g. 
rheological model) aspects of a simulation, with the 
objective to ultimately support all combinations that 
make sense without sacrificing performance.

An ongoing effort to rethink data layout and code 
structures to assist the compiler in producing opti-
mal code has so far improved performance by up to 
35% [2]. With the adopted strategy, only the relevant 
code is compiled for any given user choice, minimi-
zing runtime conditionals, memory occupation and 
register spills. The downside is that any change in the 
user choice requires a rebuild of the code. In practi-
ce, rather than a dynamic library, the computational 
component of GPUSPH is a source library that the 
user test cases must include directly. With the latest 
release of GPUSPH (version 5, released June 13, 2019), 
the engine can also be used through the more user-
friendly interface offered by the open-source plat-
form Salome (https://www.salome-platform.org/), in-
cluding all necessary pre-processing steps.

A major feature in the new version is the reworked 
viscous model, with separate choices for the rheology 
operator [6], turbulence model, averaging operator, 
etc. The new formulation can also be extended to 
make viscosity depend on physical parameters such 
as pressure or temperature, as done e.g. in the deve-
lopment branch for lava flow simulations [7].

GPUSPH uses GPUs as high-performance parallel 
computing hardware, and can distribute work across 
multiple GPUs on a single machine or in a cluster [5]. 
New features are only integrated into public releases 
when they have been validated in multi-GPU setups. 
To ensue implementation correctness, a new Integra-
tor class in v5 abstracts the sequence of commands 
that describe a full integration step: each command 
corresponds to a computational kernel (e.g. forces), 
data exchange (for multi-GPU), or maintenance ope-
rations to ensure that the correct copy of the data is 
being used, preventing coding errors such as mis-
sing data exchanges. The command list adapts to 
the user choice, so that e.g. the apparent viscosity is 

Getting more done in less time with GPUSPH version 5
G. Bilotta*1, V. Zago1, G. Ganci1, A. Cappello1, C. Del Negro1, A. Hérault2, A. Ghaïtanellis3, A. Leroy4, D. Violeau4, A. 
Joly, R.A. Dalrymple5

* giuseppe.bilotta@ingv.it
1 Istituto Nazionale di Geofisica e Vulcanologia Osservatorio Etneo, Piazza Roma, 2, Catania, Italy
2 Laboratoire M2N, CNAM, Paris, France
3 National University of Singapore, Singapore
4 EDF & Saint-Venant Laboratory for hydraulics, Paris, France
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Figure 1 - Simulation of the 2007 Chehalis Lake lan-
dslide. The two snapshots show the influence of 
the soil density. This work is ongoing at the Natio-
nal University of Singapore, with support from EDF.

only computed when a non-Newtonian rheology is 
requested, and data exchange commands are exclu-
ded when using a single GPU. 

The benefits are shown in the recently introduced 
support for the granular rheology [3]. The enginee-
ring application shown in Figure 1 is an ongoing at-
tempt to simulate the 2007 Chehalis Lake landslide 
and subsequent tsunami. The geometry is built from 
the British Columbia Hydro (BCH) shores and sli-
ding area topography, and lake bathymetry surveys. 
The three million cubic meters volume of rocks that 
rushed into the lake is assumed to behave as a shear-
thinning fluid with granular rheology. The water and 
the granular phases are treated as immiscible conti-
nua. The simulation domain is restricted to the North 
part of the lake where the landslide occurred. In this 
area, the lake is 2.8 km long, 1 km wide and 108 m 
deep. The overall simulation includes around 8 mil-
lion SPH particles.
[1] Bilotta, G., Hérault, A., Cappello, C., Ganci, G., Del Negro, 
C. (2015) Geol. Soc. London SP 426 doi:10.1144/SP426.24
[2] Bilotta, G., Hérault, A., Zago, V., Saikali, E., Dalrymple, 
R.A., Ganci, G., Cappello, A., Del Negro, C., (2019) Proc. 14th 
SPHERIC Workshop
[3] Ghaïtanellis, A., Violeau, D., El Kadi Abderrezzak, K., Le-
roy, A., Joly, A., Ferrand, M.(2018), Adv. Water Res. 111:156--
173.
[4] Hérault, A., Bilotta, G., Dalrymple, R.A. (2010), J. Hydr. 
Res. 48(Extra issue):74--79.
[5] Rustico, E., Bilotta, G., Hérault, A., Del Negro, C., Gallo, G. 
(2014a) IEEE TDPS 25(1) doi:10.1109/TPDS.2012.340
[6] Zago, V., Bilotta, G. Hérault, A., Dalrymple, R.A., Fortuna, 
L., Cappello, A., Ganci, G., Del Negro, C. (2018), J. Comput. 
Phys. 375:854--870.
[7] Zago, V., Bilotta, G., Cappello, A., Dalrymple, R.A., Fortu-
na, L., Ganci, G., Hérault, A., Del Negro, C. (2019), Ann. Geo-
phys. 62(2), doi:10.4401/ag-7870
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SPHinXsys: an opensource multi-physics API for SPH method
Xiangyu Hu1, 
* xiangyu.hu@tum.de
1 Technical University of Munich, 85758 Garching, Germany

SPHinXsys provides C++ APIs (application pro-
gramming interface) for physically accurate simula-
tion and aims to model coupled industrial dynamic 
systems including fluid, solid, multi-body dynamics 
and beyond with SPH method. 

SPHinXsys helps to write APIs for SPH simulation in 
an easy and fast way. A typical example is that one 
can write a dam-break simulation program with 
complex geometry and parallel computing in less 
than 200 lines of code. Since the original public fun-
ding supporting the libraries is to simulate the fish 
swimming and pumping function of human heart, 
which are characterized by coupled fluid, solid and 
electrophysiological dynamics, the major motivation 
of SPHinXsys is to provide easy and accessible multi-
physics frameworks. 

The core components of SPHinXsys are SPH bodies, 
as shown in Figure 1, SPH algorithms, and interfaces 
to third-party libraries. While the SPH bodies repre-
sent the physically interacting fluid, solid and other 
entities of dynamical systems, the SPH algorithms di-
scretize the dynamics equations in a unified formu-
lation of particle interaction. The interfaces to third-
party libraries allow the developer whose expertise 
is not on these libraries to access the functionalities 

without worries about technical details.
The SPHinXsys has its stand-alone 2D and 3D ge-

ometric modelling modules. 3D models can also be 
imported from external STL files. The implemented 
material models are Newtonian fluids with isother-
mal linear equation of state, Non-Newtonian fluids 
with Oldroyd-B model, Linear elastic solid, non-linear 
elastic solid with Neo-Hookian model and anisotropic 
muscle model. Heterogeneous parallelism is imple-
mented for the coupled multi-physics simulations. 
Specifically, Intel’s Threading Building Blocks (TBB) is 
used for the CPU parallelization of all computational 
modules and, if necessary, GPU acceleration is em-
ployed for the most time-consuming part, i.e. the 
computation of three-dimensional fluid equations.

Extension for new features is straightforward. The 
developers are expected to define new class of SPH 
bodies or algorithms by utilizing the standard objec-
oriented approaches, such as inheriting, overriding, 
template instancing and namespace classification. 
Note that, since the parallelization and complex ge-
ometry are handled by lower level base classes, one 
only need worry about the physics and dynamics of 
the new features.  

[1] The source code and documentation can be found on Github: https://github.com/Xiangyu-Hu/SPHinXsys
[2] Luhui Han and Xiangyu Hu, “SPH modeling of fluid-structure interaction”, Journal of Hydrodynamics, 2018: 30(1):62-69.
[3] Chi Zhang and Massoud Rezavand and Xiangyu Hu, “Dual-criteria time stepping for weakly compressible smoothed 
particle hydrodynamics”, arXiv:1905.12302 and accepted by Journal of Computational Physics.

Figure 1 - A typical FSI problem involving a rigid solid (wall) body, a composite solid (insert) body and a fluid body. The wall body 
has two (upper and lower) components. The insert body is composed of a rigid (cylinder) and an elastic (beam) components.



For some technical problems, only direct numeri-
cal simulations are capable to unveil relevant details 
that are not accessible by experiments. One of the-
se examples is the air-assisted atomization of liquids, 
which is a transient 3D phenomenon, and covers at 
least 3 orders of magnitude in space and time. Fur-
thermore, high density and momentum flux ratios 
prevail between the fluid phases. In order to obtain 
meaningful numerical predictions, these characteri-
stic properties must be taken into account. This leads 
to a huge numerical effort, independent of the simu-
lation method.

One of the studies carried out at the Institute of 
Thermal Turbomachinery (ITS) simulates a small cu-
boid section (6 mm × 4 mm × 6.23 mm) of an expe-
rimentally investigated atomizer device [1,2] (Fig. 1). 
The spatial resolution of 5 µm yields more than 1.2 
billion particles, and more than 1 million time steps 
were performed. Thus, the use of HPC resources is 
indispensable, through distributed memory pro-
gramming to distribute the load to many compute 
nodes. While speedup and parallel efficiency are of-
ten used as metrics for evaluating code performance, 
only the time to solution is relevant for real technical 
applications. Here, also the node level performance 
and latency hiding strategies between nodes come 
into play. The SPH code super_sph of ITS features a 
purely MPI based parallelization. On a Haswell based 
(Intel Xeon E5-2660 v3) cluster, we achieved more 
than 120,000 particle-time-steps per CPU-core-se-
cond on 10,000 CPU cores [3]. This is about one or-
der of magnitude faster compared to conventional 
grid-based methods. For serial code optimization, we 
mainly focused on improved cache usage, with three 
significant optimizations: the switch from an Array of 
Structures to a Structure of Arrays data layout, spa-
tial sorting of particles based on their search-cube ID 
and the search-cube wise calculation of particle inte-
ractions. Figure 2 show the speedup and the simula-
ted physical time per hour over the number of CPU 
cores. The SPH results are shown before and after se-
rial code optimizations, and compared to a commer-
cial code and to the interFoam solver (OpenFOAM 
2.3.0). The results underline the superior speed and 
scalability of the SPH method, but also show the im-
portance of the metric time to solution.

Current rapid developments in the field of HPC 
require the adaptation of existing SPH codes. At the 

Large Scale SPH Simulations: Experiences and Challenges in HPC
Samuel Braun*1, Geoffroy Chaussonnet2, Thilo Dauch2, Marc Keller2, Rainer Koch2, Hans-Jörg Bauer2

* samuel.braun@kit.edu
 1Karlsruhe Institute of Technology (KIT), Steinbuch Centre for Computing (SCC), Zirkel 2, 76128 Karlsruhe, Germany
 2 Karlsruhe Institute of Technology (KIT), Institute of Thermal Turbomachinery (ITS), Kaiserstr. 12, 76131, Karlsruhe, Germany
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Figure 1 - Atomization of liquid fuel: Experiment (left) and 
simulation

latest since the advent of AMD’s many-core proces-
sors with up to 128 cores per dual socket node, hybrid 
parallelization has become mandatory. Concerning 
accelerators, hardware development and availability 
in compute centers is strongly influenced by the ra-
pidly growing number of AI applications. This leads to 
a fragmentation of the available accelerator hardwa-
re, but also to a multitude of software stacks. In addi-
tion to MPI, OpenMP and CUDA, one certainly has to 
deal with ROCm/HIP, OneAPI/SYCL or pragma-based 
offloading (OpenMP/OpenACC) in the near future. It 
will be exciting!

Figure 2 - Speedup over number of cores (left) and Simu-
lated physical time per hour compute time over number 
of cores (right)

[1] Gepperth, S., Müller, A., Koch, R. and Bauer, H.J., 2012, 
September. Ligament and droplet characteristics in pre-
filming airblast atomization. In International Conference 
on Liquid Atomization and Spray Systems (ICLASS), Hei-
delberg, Germany, Sept (pp. 2-6).
[2] Braun, S., Wieth, L., Holz, S., Dauch, T.F., Keller, M.C., 
Chaussonnet, G., Gepperth, S., Koch, R. and Bauer, H.J., 
2019. Numerical prediction of air-assisted primary atomi-
zation using Smoothed Particle Hydrodynamics. Interna-
tional Journal of Multiphase Flow, 114, pp.303-315.
[3] Braun, S., Koch, R. and Bauer, H.J., 2016. Smoothed par-
ticle hydrodynamics for numerical predictions of primary 
atomization. In High Performance Computing in Science 
and Engineering 16 (pp. 321-336). Springer, Cham.



SPHERA v.9.0.0 (RSE SpA) is a CFD-SPH research 
code featuring numerical schemes for the transport 
of solid bodies [2], the boundary treatment of 3D fi-
xed and mobile solid boundaries [4,1], and the dyna-
mics of dense granular flows [3] both with and wi-
thout erosion criterion [6].

SPHERA has been validated on the following ap-
plication fields [1-8]: floods with transport of solid bo-
dies and bed-load transport; fast landslides and wave 
motion; hydroelectric plants; fuel sloshing tanks; 
hydrodynamic lubrication for industrial applications 
as energy efficiency actions.

SPHERA HPC simulations typically involve some 
millions of numerical particles. SPHERA is parallelized 
by means of the OpenMP technique, except for a re-
sidual part of the code which is not parallelized at all 
(on average 5% of the code in terms of elapsed time 
of serial executions). SPHERA has being under asses-
sment considering the optimization of its OpenMP 
parallelization, a wider use of the optimization com-
pilation options, code vectorization and future use of 
GPU cards (beyond the CPUs).

Among the HPC applications of SPHERA are floods 
on 3D full-scale complex topographies [3], energy 
saving solutions for lubrication [8], and vehicle tran-
sport during floods [7].

As an example of SPHERA HPC applications, Figure 
1 reports a normalized velocity field for the variant n.1 
of the tutorial n.34. It is the symmetric free fall of a so-
lid wedge on still water [2]. With respect to the release 
SPHERA v.9.0.0, this simulation refers to a finer spatial 
resolution (dx=0.001375 m) with no-slip conditions [9]. 
Figure 2 reports the parallelization speed-up depen-

High Performance Computing applications of the SPH code SPHERA
Andrea Amicarelli*1, Sauro Manenti2, Raffaele Albano3, Marco Paggi4

* andrea.amicarelli@rse-web.it
 1Ricerca sul Sistema Energetico - RSE SpA (Department SFE), via Rubattino, 54, 20134, Milan, Italy
 2Dipartimento di Ingegneria Civile e Architettura (DICAr), via Ferrata 3, 27100, Pavia, Italy
 3School of Engineering, University of Basilicata, Viale dell’Ateneo Lucano, 10, 85100, Potenza, Italy
 4IMT School for Advanced Studies Lucca, marco.paggi@imtlucca.it, Piazza San Francesco 19, 55100, Lucca, Italy
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Figure 1 - Example of SPHERA HPC applications: variant 
n.1 of the tutorial n.34 of SPHERA v.9.0.0. Symmetric free 
fall of a solid wedge on still water [2]. Field of the absolute 
value of velocity normalized by the impact velocity

ding on the number of cores nc (compute node with 
2×18-core Intel Xeon E5-2697 v4 Broadwell processors 
at 2.30 GHz). 1.6 million SPH particles are used (1.523M 
fluid particles, 0.072M solid body particles) for 6,351 
time steps and an elapsed time of 3h46’07” for the 
32-core run. Figure 3 reports the relative paralleliza-
tion efficiency (i.e. the ratio between the paralleliza-
tion efficiency and its maximum ideal value).
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Figure 2 - Symmetric free fall of a solid wedge on still 
water (Amicarelli et al., 2015). Parallelization speed-up 
depending on the number of cores nc. (compute node 
with 2×18-core Intel Xeon E5-2697 v4 Broadwell proces-
sors at 2.30 GHz; 1.6 million SPH particles; 6,351 time steps; 
elapsed time of 3h46’07” for the 32-core run
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SPH-flow is a SPH-based software developed by 
NextFlow Software and Ecole Centrale Nantes, co-de-
veloped with the support of CNR-INM. It is designed 
to answer free surface problems involving complex 
geometries. Such simulations usually involve several 
millions of particles, needing extensive computatio-
nal resources within an efficient parallel framework. 
This is achieved through a 95% parallel efficiency, 
measured on up to 3 billion particles (on up to 32,768 
CPU cores). The parallelization strategy adopted ta-
kes advantage of the domain decomposition for 
which each particle subdomain is assigned to a MPI 
process. Interactions between processors are perfor-
med using non-blocking MPI communications op-
timized through a dedicated computation overlap-
ping technique [1].

Among the various functionalities implemented 
in SPH-flow, innovations based on Adaptive Particle 
Refinement (APR) were recently implemented [2], le-
ading to a very good compromise between accuracy 
and CPU costs, by refining the spatial resolution in 
local areas of interest.

This technique leads to a powerful CFD tool, espe-
cially when combined with the use of Boundary In-
tegral Method for imposing the boundary conditions 
on complex geometries, such as the “cut-face” ap-
proach proposed in [3], simulating complex industrial 
applications, as the following example case of a tyre 
hydroplaning problem.

SPH-flow is available for free to academic partners, 
students and professors, for research and teaching 
activities, under certain conditions. Universities and 
research institutes can join Nextflow Software Acade-

SPH-flow software for complex applications on massive architectures
M. de Leffe*1, L. Chiron1, A. Bannieri1, L. G. Oger2, D. Le Touzé2, S. Marrone3, A. Colagrossi3

* contact@nextflow-software.com
 1Nextflow Software, Nantes, France
 2Ecole Centrale Nantes, Nantes, France
 3CNR-INM, Roma, Italy
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Figure 1 - Example of 3D dambreak case distributed on 
64 cores

mic Program just by filling out a simple form. To get 
more information about the Program, go to https://
www.nextflow-software.com/research/. To join the 
Program, fill-out the online inquiry form at https://
www.nextflow-software.com/inquiry/ and check the 
box “Join University Program”.

[1]G. Oger, D. Le Touzé, D. Guibert, M. de Leffe, J. Biddi-
scombe, J. Soumagne, J.-G. Piccinali, On Distributed Me-
mory MPI-based Parallelization of SPH Codes in Massive 
HPC Context, Computer Physics Communications, vol. 
200, pp.1-14, 2016.
[2] L. Chiron, G. Oger, M. De Leffe, D. Le Touzé, Analysis and 
improvements of Adaptive Particle Refinement (APR) 
through CPU time, accuracy and robustness considera-
tions, Journal of Computational Physics, vol. 354, pp. 552-
575, 2018.
[3] L. Chiron, M. De Leffe, G. Oger, D. Le Touzé, Fast and 
accurate SPH modelling of 3D complex wall boundaries 
in viscous and non viscous flows, Computer Physics Com-
munications, vol. 234, pp. 93-111, 2019.

Figure 2 - Case of tyre hydroplaning simulation involving 
a complex 3D surface mesh

Figure 3 - SPH simulation of helicopter impact at a wave 
crest, reproducing an experimental case performed at 
the ECN’s wave basin. APR refinement boxes are made 
visible.



The physics and numerics of astrophysics pheno-
mena simulations using the SPH method lead to 
two specific challenges that code developers have 
to tackle. The first is the large dynamical range in 
densities and pressures, which leads  to a large range 
of time-step sizes (easily reaching factors > 103). This 
naturally pushes developers towards using adaptive 
time-stepping schemes where, on most steps, only a 
few particles get updated whilst the remaining ones 
serve as static source terms for the updates. The se-
cond challenge is the low arithmetic intensity of the 
SPH interactions. For a given interaction, only a few 
mathematical operations are required per byte read 
from memory. This is made worse by the largely un-
structured distribution of particles, which leads to 
a large number of non-arithmetic operations and 
random jumps in the flow of the code. These two 
challenges mean that SPH is typically poorly suited 
to modern architectures, where navigating through 
the data via regular patterns as well as high FLOPs 
per byte read are key to achieving good performan-
ce. With simulations routinely using 109 particles and 
large flag-ship runs by international teams now ex-
ploiting more than 1011 bodies over many millions of 
time-steps, addressing these challenges is crucial to 
the success of the community.

The open-source SWIFT code (www.swiftsim.com) 
has been designed to address these two challen-
ges. The first key improvement is the use of adapti-
ve mesh structures to store and sort the particles in 
memory. This infrastructure allows us to efficiently 
identify which parts of the simulation domain con-
tain particles that need an update for each time-step 
and which regions (mesh cells) can be ignored. Ad-
ditionally, the different levels of nested grids create 
a structure in memory over which methods such 
as pseudo-Verlet lists can be employed for fast nei-
ghbour searching. In the SWIFT code, calculations 
using these lists of sorted particles between nei-
ghbouring cells are done via SIMD instructions to 
extract more performance out of the CPU. The other 
crucial development is the usage of fine-grained 
task-based parallelism to focus the concurrent thre-
ads only on the cells that need processing in a given 
step. By allowing a dynamic load-balancing of the 
work between the threads, the fine-grained nature 
of the scheme is an essential ingredient to the near-

The SWIFT code: A task-based parallelism approach to HPC for SPH
Matthieu Schaller*1, Josh Borrow2, Jacob Kegerreis2

* schaller@strw.leidenuniv.nl
 1Leiden Observatory, Leiden University, P.O. Box 9513, 2300 RA Leiden, The Netherlands
 2Institute for Computational Cosmology, Durham University, Durham DH1 3LE, U.K
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perfect scaling achieved by the code on multi-core 
systems. To communicate between compute nodes, 
SWIFT exploits the asynchronous flavour of MPI com-
munications and inserts them into the list of tasks to 
execute. The scheduler can then start the communi-
cations, execute the local tasks that do not rely on fo-
reign data, and unlock the tasks relying on that data 
only once it has arrived. This automatically hides the 
communications with local work, essentially remo-
ving all the overheads associated with multi-node si-
mulations. Combined with a domain-decomposition 
algorithm designed to distribute the work (instead of 
the data) evenly, this strategy allows SWIFT to effec-
tively exploit the largest systems available today and 
prepare the astrophysics SPH community for the 
exa-scale future of HPC.

Figure 1 - This image shows the huge dynamic range pre-
sent in even a small (by cosmological standards) simula-
tion. This represents around 1/2000th of the volume of a 
production simulation, with a box side-length of around 
90 million light-years. The image shows the temperatu-
re distribution of the whole box, with blue showing cold 
(~103 K) gas and red showing hot (~106 K) gas, with the 
spheres of hot gas containing galaxies. The inset shows a 
zoom-in figure of a spiral galaxy, similar to our own Milky 
Way



The DualSPHysics project is an open-source SPH 
code (https://dual.sphysics.org/) for simulating free-
surface flow. The DualSPHysics code [1] can be run on 
both multi-core central processing units (CPUs) or 
on a graphics processing unit (GPU). Since its origi-
nal release in 2011, DualSPHysics has been continually 
developed based on the latest research and hence its 
functionality has been expanded to include an incre-
asing range of applications. DualSPHysics’ name ori-
ginates from being able to run the software on a CPU 
(using the OpenMP shared memory paradigm) or on 
a single GPU using the compute unified device ar-
chitecture (CUDA) language. DualSPHysics is highly 
optimised for a single GPU. 

The online version 4.4 (April 2019) includes many in-
novations (implemented for both CPU and GPU exe-
cutions) that remove the barrier to using, researching 
and developing SPH: coupling with Project Chrono 
(https://projectchrono.org/), multi-phase (soil-water 
and gas-liquid), and specialised functionality for 
second-order wave generation and active wave ab-
sorption, relaxation zones, coupling with wave propa-
gation models as well as inlet/outlet flow conditions. 
Figure 1 shows the interaction of large waves with te-
trapods in a breakwater, where each individual block 
can be freely moved due to the action of waves and 
interaction with other blocks.

Developing SPH to run on a GPU presents some 
unique challenges. In particular, how to maximi-
se the use of the memory on a given GPU and the 
streaming multi-processors. DualSPHysics includes 
several optimizations for the GPU implementations; 
maximization of occupancy to hide memory latency, 
reduction of global memory accesses to avoid non-
coalesced memory accesses, simplification of the 
neighbor search, optimization of the interaction ker-
nel.

However, the use of one GPU presents important li-
mitations: i) maximum number of particles depends 
on the memory size of GPU and ii) time of execution 
increases rapidly with the number of particles. On a 
single NVIDIA GTX Titan, it is now possible to run a si-
mulation with 35 million particles with DualSPHysics. 
Domínguez et al. [2] presented a multiGPU version 
of DualSPHysics that could be executed on multi-
ple GPU cards, hosted by different nodes where the 
message passing interface (MPI) standard us used 
for communication between nodes. This code was 

DualSPHysics: an open-source code optimised for both CPU and GPU
DualSPHysics team (https://dual.sphysics.org/index.php/developers/)
dualsphysics@gmail.com
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shown to be very efficient for large number of GPUs 
(up to 64) and for a large number of particles. The si-
mulation of 237,065 steps with 1,015,896,172 particles 
(1 billion) is still a big milestone.

On the other hand, this supercode is not the best 
option when access is limited to the aforementioned 
small GPU cluster (4-8 GPUs). Therefore, a new mul-
tiGPU code is being developed with a release envi-
saged soon to provide users and developers with a 
code easier to be understood and modified without 
the need of expert knowledge of parallel program-
ming.

Note that the DualSPHysics project is an open-
source SPH package with a growing user communi-
ty (45,000 downloads) and annual international Users 
Workshops. The next event will be the “5th Internatio-
nal DualSPHysics Users Workshop”, to be held at the 
Universitat Politècnica de Catalunya - BarcelonaTech, 
in Barcelona (Spain) on 23rd-25th March 2020. More 
information here: https://t.co/eIWeA7Zlc9?amp=1

Figure 1 - Different instants of the interaction between 
waves and armour breakwater with tetrapods.

[1] Crespo, A.J.C., Domínguez, J.M., Rogers, B.D., Gómez-
Gesteira, M., Longshaw, S., Canelas, R., Vacondio, R., Bar-
reiro, A., García-Feal, O, (2015) DualSPHysics: open-source 
parallel CFD solver on Smoothed Particle Hydrodynamics 
(SPH), Computer Physics Communications, 187: 204-216.
[2] Domínguez, J.M., Crespo, A.J.C., Valdez-Balderas, D., Ro-
gers, B.D. and Gómez-Gesteira, M. (2013), New multi-GPU 
implementation for Smoothed Particle Hydrodynamics 
on heterogeneous clusters, Computer Physics Communi-
cations, 184: 1848-1860.



The 72nd Annual Meeting of the American Physical Society’s Division 
of Fluid Dynamics (DFD) took place in Seattle, WA on November 23-26, 
2019. The DFD annual meeting is one of the largest conferences in flu-
id dynamics, with 3,000 or more attendees expected from around the 
world. The objective is to promote the advancement and dissemination 
of knowledge in all areas of fluid dynamics. Undergraduate and gradua-
te students, postdoctoral researchers, university faculty, and researchers 
across government and industry have come together to share the latest 
developments in the field. 

This year’s meeting was hosted by the University of Washington, the 
University of Washington – Applied Physics Lab, Northwest Research As-
sociates, Oregon State University, Portland State University, Saint Martin’s 
University, the University of British of Columbia, and the University of Ida-
ho. The scientific program included four award lectures, along with twelve 
invited lectures, a series of minisymposia, and numerous focus sessions. 
Among the latter, a focus session on SPH named “SPH for Simulating Flu-
id Flow” was organized by Dr. Angelo Tafuni, from New Jersey Institute of 
Technology. The session received 12 abstracts (see here for more details: 
http://meetings.aps.org/Meeting/DFD19/Session/H07) and featured 11 talks 
by SPH researchers all around the world. The opening speaker, Dr. Rena-
to Vacondio from University of Parma, kicked off the session by talking 
about high-order Smoothed Particle Hydrodynamics schemes. Subse-
quent talks touched upon several aspects of the method itself (such as 
spatial adaptivity, incompressible SPH, etc.) as well as applications of SPH 
in astrophysics, fluid-structure interaction problems, granular flow, etc. 
Due to the good outcome of this event, it is expected that a focus session 
on SPH will be organized also in the 2020 APS DFD meeting, planned for 
November 22-24, 2020 in Chicago!
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72nd Annual Meeting of the APS Division of Fluid Dynamics 
Seattle WA (November 23-26, 2019) - Focus session on SPH
Dr. Angelo Tafuni
atafuni@njit.edu
School of Applied Engineering and Technology, Department of Mechanical and Industrial Engineering, New Jersey Institute of Techno-
logy, Newark, NJ 07103

Detailed programme:
http://meetings.aps.org/Meeting/

DFD19/Session/H07)



B. Rogers, Chairman
S. Sibilla, Secretary
A. Crespo, Webmaster
R. Vacondio, Newsletter Editor

Steering Committee

Ben Rogers (Univ. of Manchester, UK) - Chair
Damien Violeau (EDF, Chatou, France)
Nathan Quinlan (National Univ. of Ireland,
Galway, Ireland)
David Le Touzé (Ecole Centrale de Nantes,
France)
Stefano Sibilla (Univ. of Pavia, Italy) - Secretary
Salvatore Marrone (INSEAN, Italy)
Xiangyu Hu (Technical University of Munich,
Germany)
Rade Vignjevic (Brunel University London, UK)
Antonio Souto Iglesias (UPM, Spain) - SPH Biblio-
graphy
Alex Crespo (Univ. de Vigo, Ourense, Spain) -
Webmaster
Renato Vacondio (University of Parma, Italy) -
Newsletter Editor
Matthieu De Leffe (NEXTFLOW Software, France)
Angeloantonio Tafuni (New Jersey Institute of 
Technology)

Members

Alstom Hydro (France)
Amir Kabir University of Technology (Iran)
ANDRITZ Hydro AG (Switzerland)
ANDRITZ Hydro SAS (France)
Auburn University (USA)
Australian Nuclear Science and Technology Organisation 
(Australia)
AySA (Argentina)
BECKER 3D GmbH (Germany)
Beuth Hochschule für Technik Berlin (Germany)
Bournemouth University (UK)
Catholic University Leuven (Belgium)
City University London (UK)
CNR-INSEAN(Italy)
Cranfield University (UK)
CSIRO Mathematical and Information Sciences (Australia)
E8IGHT Co., Ltd (Republic of Korea)
Ecole Centrale de Lyon (France)
Ecole des Mines of Saint-Etienne (France)
Ecole Polytechnique Fédérale de Lausanne (Switzerland)
EDF R&D (France)
Eindhoven University of Technology (Netherlands)
EPHYTECH (Environmental Physics Technologies S.L) 
(Spain)
Escuela Superior Politécnica del Litoral (Equador)
ESI-Group Netherlands (Netherlands)
Flanders Hydraulics Research (Belgium)
Gate Pathshala Educational Services LLP (India)
Hamburg University of Technology (Germany)
Harbin Engineering University (China)

SPHERIC
http://spheric-sph.org/
Contact: benedict.rogers@manchester.ac.uk

SPH rEsearch and engineeRing International Community

NEWSLETTER

HydrOcean (France)
Institut de recherche d’Hydro-Québec (Canada)
Institute of Applied Physics and Computational Mathematics, 
(China)
Instituto Superior Tecnico (Portugal)
Istituto Nazionale di Geophisica e Vulcanologia (Italy)
Karlsruhe Institute of Technology (Germany)
Kyoto University (Japan)
Laboratório Nacional de Engenharia Civil (Portugal)
Monash University (Australia)
National Taiwan University (NTU) (Taipei, Taiwan, Cina)
National University of Ireland, Galway (Ireland)
National University of Singapore (Singapore)
Nazarbayev University ( Kazakhstan)
New Jersey Institute of Technology (USA)
NEXTFLOW Software (France)
Ocean University of China (China)
Peking University (China)
Research Center Pharmaceutical Engineering GmbH (Austria)
Ricerca sul Sistema Energetico – RSE SpA (Italy)
Seoul National University (Republic of Korea)
Shiraz University (Iran)
Swiss Federal Institute of Technology (Switzerland)
Technical University of Madrid (Spain)
Technical University of Munich (Germany)
UNISA CUGRI (University Consortium for Research on Major 
Hazards), (Italy)
Université du Havre (France)
Université du Luxembourg (Luxemburg)
University of Auckland (New Zeland)
University of Basel (Switzerland)
University of Calabria (Italy)
University of Central Lancashire (UK)
University of Exeter (UK)
University of Genova (Italy)
University of Innsbruck (Austria)
University of Ljubljana (Slovenia)
University of Manchester (UK)
University of Parma (Italy)
University of Pavia (Italy)
University of Plymouth (UK)
University of Pretoria (South Africa)
University of Regina (Canada)
University of Sheffield (UK)
University of Stuttgart (Germany)
University of Vigo (Spain)
University of West Bohemia (Czech Republic)


